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High Availability Dual Engine Data Warehouse Based on Hive
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'(Computer Network Information Center, Chinese Academy of Sciences, Beijing 100190, China)
*(University of Chinese Academy of Sciences, Beijing 100190, China)

Abstract: Breaking isolated information island, integrating heterogeneous data, gathering and sharing exchanges,
conducting in-depth analysis and mining, and providing industry-side decision-making and situati?on .‘analysis have far-
reaching theoretical and applied value. Based on the actual demand of the situational awareness service of the Chinese
Academy of Sciences, this study designs and implements a Hive-based Hadoop/Spark dual computing engine big data
warehouse supporting OLAP analysis in multiple ways, and carries out an 6ptimization design of usability, load
balancing, and resource management, which provides platform supf)prt for the subsequent data aggregation and mining,
knowledge map construction and discipline situation analysis. Ekperimental results show that the system is flexible,
efficient, available, and scalable, the resource scheduling is scientific, and the load balancing effect is obvious.
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SR MERGE . A, bRiE SR R A,
Tz EREHE., B4, 576, Bk
JRCR A VAl B A B PR SR 28 SR ROCHF.

AT A E BHA BRI B S AN R SE 4 ) 0y
BrOART ST S5, T ERL A B R 5 A A R
MR WH, ERERR S BHERAN. . &
R REESEM. FEMANARS 8,
A KBS B . iR OLAP i 73 #r sikbs
R NVIA L, RERIWHE BB . . 7
BT A 5 5K, BIE TS vt MR S T 17 4 e BT A B K
o O BE G FE, VIH e SR b BEizii . 5
FAREE . RSB MTEE e TR Mtr &
SCHE.

1 WFFRIARFIAE R TAE

B4 G (data warehouse) %;/]\EWEEEE’\]
(subject oriented)s BRI (integrated) HIHH A 5E
(non-volatile). [ S2AZ4Y, (time variant) 44 2
G, R AE I HHE PE R A b, 0 A () B P s AT
I MTCAE R, A H TEEIGENES, A
2 7 B (10 B a2 ) B Y. B O i R
N 7 s A dEiRk R /R . SCRf 2], BI (Business
Intelligence) Bz~ #E M. HEIZH8 . BAUIZR5E
7L ESAE T — R E R U ) I S 1 7k, AT LA
5 BRI B AS) PR I T TR AR A 5

& G 304 O B KR /2 2 T Oracle. MySQL X £
(o6 FBHRE B, 3 R A &, TR PB4 i B

PR A Tl ok S04 B . NoSQL i e . XML U546 |

B DR, L A 2R T PSR A AN R B ik AR AT
fitiv A u&%ﬂ%%ﬁﬁﬁﬁﬁiﬁﬁﬁﬁﬁ@%ﬁﬁm.

J" R, Hadoop K- & th ] LLG O
—ARIHE O i RGE,  A1R 2 BUREUR O e i
1k, HEAMSA ., mERe. sA R e SR,
B AV B )iz A8 . IBM I8 72 N 510K 25T Hadoop
51 SQL il R4 W KIE: Database-Hadoop
hybrids 1 Native Hadoop-based systems. 55— &
S F T Hadoop I B2 FIZEE ML, 487 F OC SR 0 e ik
AT 55 = FE R T Hadoop “F & HIA &
P, FE R 3 AN 1) 3T MapReduce [ Hive;
2) T N TE T EAHE S Spark ) Spark SQL; 3) 3T
shared-nothing Z2 4 ) K AR FF 47 4b B (Massively

66 RGi# ¥ System Construction

Parallel Processing, MPP) 5| %, 111 Impala. 7 3CHR[ 7]
SCRR[SIA L 0T T i AR R MR Hive. Impala 1
Spark SQL iX 3 ff SQL-on-Hadoop 7 5| %, 5246 3%
B 3 ANEW G A & B, 56K E, Hive N
W45 SRR Z T, HOARRE, (AR R R,
&G AL Impala 25 )58 BE A R, (0 R GRS € A 15
&1, Spark SQL AL FEAL T — & 2 [H], HiE & £ I
RANGAL I 5.

3T Hadoop ({12 F SQL & ifl 5] 44 A%, H
WRERE. 5. e AP REE AT T LA 47,
H B A7 7E 07 T B0 1 SQL 51 4. 5 351 H
%ﬁi‘tﬁﬁi@ﬁﬁ:%ﬁﬁi@ﬂ’]%* 1M H A8 > e
%fﬁ%*ﬁ’]ﬁ?ﬁ@ﬁ%ﬁﬁﬁ%, G581 T BN R
TREBORTT 58, A SCBTH RSBl 1 1 1a) BHT A 2R 2
P BE A7 RS

2 KREURE G ERT

& G 5 s O e RS A 30 45 d A B A B4R
RHAE A PR A Kb B OC Z 50808 PR v 1 45 4 A Hi s
I E AP g 5 A A AR S A B, IR R E R
TR &, TS KB HR B AT . BLR
MUAREAR SRR, EH TR RER
T B R KB O P v RS
2.1 BARIER \ R

Hive /2% T Hadoop HI (% T A, 7T ARt
2 SQL ﬁi’mﬁlﬁ‘é’;_mﬁ%ﬂ% SQL A #4454 MapReduce
##/7% MapReduce HESE %36 i) T HE B O 4 BEAT 55,
SBT3 £ 7 2 S5 b 8 11
Yy, — MO SRR ) B 2R Ab . ) Hive SR ABH
KA B8 2R E A 73 A, L B4 MapReduce 727 & &4
B K 2 B B 6 e R 7 R 2 TR &R
s RIS, B LA Hive BRAIS T FxX 26 5 H FR P #2 1E
F| Hadoop I 1) pepg.

MapReduce HEZE K AR AR X BN T 5, X5
BLIE R (2SR AR X 52 55, 1a 4T SRR sE, T 45 ey
AR, EEKME ST BHIITEER, MEE
SEI PR SRS A W3 5, ERIE RGIRRGE . D
BYEMEE I RTIE T, BlA [FFE ST Hadoop & H RS
AEON A8 7€ 1) Spark HE 4L B 47 ik %, JF B RE NAEZR
SN BRI SR U SRR

Spark &% T MapReduce HEZ2 375 HEL Al &

X
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JERERA, 4k T HA AT LR odt T MapReduce
ST 5B, Spark SQL /EN Spark A2 75 FEH M2 —,
5 Hive 2T MapReduce # 17 A #) 281, Spark SQL 1
FH Spark 1E i1 & 5] 2, 7648 F i 75 Z 4L T Spark 34
5%, Spark SQL JL P &% HiveQL iHi%, R 2
Hive R 1) — LR S E D> FTRIEASCF.

Hive on Spark #& Hi Cloudera & #z, 1 Intel. MapR
FAFILFEZ S5 RIEDE . B4 Spark {£4 Hive [
— ANHE S E, K Hive B HE N Spark 4T 55 #2523
Spark EREHEATiH5. Hive On Spark 11 Spark SQL R
& SQL GIEEANE], FEIEA G 1 X i, #2 4 SQL &l
B0 1 2 A ST BT 1) Spark 27, 1M Hive on Spark
5 Hive on MapReduce —#£ 1] LA# A HiveQL 1574, 4
RELEE G E A Spark /E AT H 5] %, @\
Hive on Spark & 5 4F [P .

£x L Jiri&, Hive on Spark 5 Hive n MapReduce %5

&, TLLE %ﬁﬁ]?ﬁ%ﬁ‘%%l% [ ] i e B R FH 2R, B
ﬂiEl_é’ﬁEBZZIK
22 SAAM

F Al P, B HA (High Availability), 1892 @ it
JEE i R H R AT R R 45 0 355 B A LI ]
DLER 51 R G0 A0 S i) .

oA ARG R 32 NG, Bl —A 32797 4
Fe N AN AT s BT AT 00 RAT 5%, AT s ST AT
1E55, AT R A TR, BEAS SR 2 R, X P
W EEIR g B R .

HDFS &R AT FH FZEAFE LT PIME il —

R ETRENEN, FEEBEATH; —RTRIARE

T AR T 2, 5 SRR R TR S A

7E Hadoop2.0 2 i, thidgg 5 T4 AR o v . 1
A ) I A 40 oG £ 45 2. "Secondary NameNode.
Backup NameNodes f:acebook AvatarNode 77 Z!'0%%
A A TR TT R, FEARER MBI HA L, 2
711 DRBDM"Y, Linux HA, VMware f] FT 525 {HLL |5
ﬁﬁf %E?iﬂfﬂfﬁ%\ ER AT FEGIANFG—

N Tﬁﬁﬁﬂ:iﬁ ] @, Hadoop #1:[X £ Hadoop2.X fix
Arpgg T HIER Y ERETRT A HA J7%: Hadoop %
FEEH A NameNode 2H %, —AMbF Active IRZ, H—
AAbF Standby JR#S. Active NameNode X #M ik %%
1Ml Standby NameNode {¥ [F]2} Active NameNode IR

25, DUME REAE 1E & I MU P 47 D) e, FLJE FR A pE 1
Fros. $£8FE L ZooKeeper #E47 00 BEAG I, 3 i
JournalNode J# 37 BFF2 2E 1T 41 EL# (%, [P NameNode

ﬂctlve/ Standb}%

NameNodel NameNode2
DataNode
’Ij(jg{ }i (32}
DataNode DataNode DataNode

B R

FEAE PP IR EE Wb SR B R B AR T 1 i ] M,
AT ERE A EW AR A, XA HI
PR 5 R 8 A ISt D48 3] 26 1T A, DRUESEAE AT M.

23 ARGt

FET LB i ASCR £ T Hive 1) MapReduce+
Spark XUiH5H 5 BIRA ST KEUR G KRG i,
W2 T I TR G R A A AR R
oK. N E U5 B Hadoop FI1 Spark 9 /™ i1 5L A2 BE,
fi v R HE R R R 2 N SRR O S AR, R
YARN (Yet Another Resource Nggotiétor) HEAT TR E B,
fRAE T Hﬁ%/l\%\?ﬁﬁ’ﬂ FRUEHRTT S, KRG 2
Fi7. -

| [Spark mlib ] GraphX
- Spark

[ Hive ] strezilrrling g
[

[ MapReduce ][ Spark ] %

[ YARN ]

{ HDFS ]

G ) O G2

2 RGBREM

ARG KRBEAFESBHEE. BN, B=T7 2
SR ERI R B HDFS SCfF & 48, R A Hive #EAT 4 B
A5, fE bR ] B AT A 4 A R
T, @i YARN #E47 Hadoop 48 F1 Spark S H£11
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PR AN HE, Rl ZooKeeper SEHL RS Hive K jar £, Z{# ] Hive on Spark 75 % f5lix 4t
Hadoop. Spark. YARN H{-H)mn] FE, alHy 8 Spark 17 1] Hive [ jar £, BT DA 2 58 9n % Spark ¥4
R AT A . ANIF] ) Spark Wi A< g B i 2 Bt X 3l [RIRE S 2%

AR 42 75 SR 7R ), 5 3o it B B f7 2 Ay & 1) LB Hive B M. 44 1% Spark Jit5 75 2L H 2] Maven, {#
HI) ¥ Hive 11 5] 5 15 X Sz ikt 8 sk R 25 0t R o Spark HEZE A 75 E F B Scala, Spark M 2.X MRAF- 454
VB SR B3 5 F T MapReduce 3185 wfszit k. Scala i1 2.11.X WA, RATHEH MySQL ¥R 47
A — 5 BRI AR Spark 3145, BiFh S| S HiveQL 1 Hive JOHUR. 2 BHRHUAIIE 1 Fi,

X R REAT R, TR VIHIT A A8, W] LA ORI 4R %1 BEERA
TGN B AT L B4, D MLER S ) R VU Ly MEE
Y2 UORCHR U, % %608 7T LB Spark Streaming % T il ST
HDFS 6 Mt AT AL B8, DSt AR FREAET & | Spark 230
\ & S ockeore Cre

3 sEEL Stk . Hive 3.1.0

Hadoop Al Spark #J{K#i T Java, %ﬁ%gﬁﬁ II:/I/I;;:? 83'63"192
JDK, [t i MapReduce Al Spark i 9%l € 2
THE G5, 22 0 E Hive! 3.1 ERIEmEmy

BA Spark {F A¥H 85| 41, 75 B R Hive BAOH Hadoop $EH#EM Spark SERFIEEAE 5 & BN E,
Spark R AR 1S 28 M, LA B R A 7E BT DLTE R 3 ERWLEAAR B R E 2. EFRER A ET AT,
Hive VSIS &5 pom.xml SCAFHH ) spark.version, ¢ — AN RS R AL TS, =AY ST

#27% Hive B M. BRIA Spark TR AR 10 R AS o A TS HAT, Bt IE 3 s

R RSEERIAE

JIR 5% 45 44 Bk IP Huhil: BIERS TR BA 45
R554% 1 10.2.4.60 CentOS release7.3 x86_64 4CPU. 8 GB Jff. 120 GB fifist
k5545 2 10.2.4.61 CentOS release7.3 x86_64 4CPU.| 8 GB W7, 120 GB T4
5525 3 10.2.4.62 CentOS release7.3 x86_64 . 14CPU. 8 GB {7, 120 GB fififif
R55 45 4 10.2.4.63 CentOS release7.3 x86_64 . | 4CPU, 8GB i 120 Gzb it
M5 & 5 10.2.4.64 CentOS release?.3 x86_64 v 4CPU. 8 GB W47+ 120 GB fiifi
Masterl Master2 (£ H 9 5) Efﬁﬁ, /\'TZISH&%ELB%ﬁD%% 3 FET H 1] E%I)LA HadOOp\
Namenode | 10.2.4.60 10.2.4.61 | Namenode YARN. Spark & & 7 fUB s U7 . 78 3275 slab f8
master master

Namenode (Hadoop). Resourcemanager (YARN). Master
(Spark) 8 3B L, 46 P45 A A g I R R, ki

Slavel Slave2 Slave3 fﬁ%ﬁ
10.2.4.62 10.2.4.63 10.2.4.64 s .
3.3 Hive iHEIIS ML
Datanode Datanode Datanode
worker worker worker 'fﬁﬁﬁ Hive i&*}% @Eﬁ %EF Tﬁﬁﬁ
N (1) Hive 7 CLI #1E 77 3X: bin/hive.
(2) Hive JDBC %
32 SRR nohup bin/hive --service hiveserver2 &
LT YARN BT VR, Spark SEHFHE bin/beeline

N yarn-cluster B2, 385w ML A8 MR IS5 Zoo-Keeper lconnect jdbe:hive2://10.2.4.60:10000
F1 ZKFC (ZK Failover Controller process) 20528 & (3) Hive 14, bin/hive-e “HQL 1&%)”8# bin/hive-
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£ SQL 1.

DA 3% 7 2, CLI 83 Hive fiv A 1977 X fo i
8 H HiveQL AT & ). SRS #AE, Jf H LU AL B
—. M HiveServer2(HS2) 32 #F 2 & J i (1 3 & FINILE,
I H ARV RS P b 2 M m A1 5 4 Java, Python
il Hive #2221 3K, B4 3, I APL & 7 vy 4
JDBC. ODBC #2fit " B4 3 5. HS2 4525 ) oy o]
PALEAR 3 3 CLI (1550 T X Hive 08008 347 18,
AT LLd ] beeline #4482 HS2 AT &), MEERE R AELE
2/~ HS2 JIR45 i, F Al LA B AT 43 Bk LT i
Bz, (BH: G MR 55 28 B A0 KIS 25 5 i Rty 1 AN
IR 25 5 i B A 2 3 i JE v A 3, {3 HAProxy n LA

R P BE S X Pl 5 0L HAProxy A& — 2K 241k ml A 4
RIS, FeF TCP A1 HTTP B AREE B, IF H
HA BRI I D) R HAProxy i i it & Al o
(frontend) & W % 1A i (backend) AR 55 i 11 3E4T 15
KE R, R Z T M Rk, S A A FIS ST
BRI . 2% 7 i ) BT S 20 8 F) S 1 AR B SR IS
HAProxy 445 & B VLG 57T 0 J5 o Rk 5%, JF#
HRER.

# HAProxy #7545 7% I‘JZ, TR 55 4% 3.
4. 51EN Hive $erverJi§ﬁ HiveServer2 Ik %, TAEJR
ELLE 4 i

%3 s uE

R masterl master2 slavel slave2 slave3
P 10.2.4.60 “10.2.4.61 10.2.4.62 10.2.4.63 10.2.4.64
Hadoop NameNode § NameNode DataNode DataNode DataNode
YARN ResourceManager Resource Manager NodeManager NodeManager NodeManager
Zookeeper ¥ Zookeeper Zookeeper Zookeeper Zookeeper Zookeeper
Spark Master Master Worker Worker Worker
JournalNode JournalNode JournalNode JournalNode
ZKFC ZKFC ZKFC

% #%1| HAProxy

/\:\

HiveServer2

HiveServer2

MR 55455

HiveServer2

M4 mmmERE.

HAProxy %0 it & 41 THUR:

bind 0.0.0.0:25005 #HAProxy 1£ NACHELEE ) 1P,
¥t I

mode tep #7E 5 VU Z AT BRI 55

balance leastconn #1f & 5.i2:

maxconn 1024 #ix KIEHEL

server hive 1 10.2.4.62:10000 check inter 180000
rise

1 fall 2

server hive 2 10.2.4.63:10000 check inter 180000

rise

1 fall 2

server hive_3 10.2.4.64:10000 check inter 180000
rise \
Lfall2 4 o

RS A1 1025005 1F T b 1, 452450
beeline % /i [ %5 45 1 11 25005 3 11 % 2 i 3
i, HAProxy i@ il leastconn 5k (&b iEZEH
FiC)! TS AT A6 J i R 55, BIEE D hive 1. hive 2.
hive 3 ¥ 10000 35 [1, 10000 % 1 HS2 42 TCP |2
55 O BR A o 1. IR 55 2% 3-5 LR EEC B Hive Jufiii
XFRAE S, 2 i 10000 s FE3RBOCEEE B, 3
1M A ] Hive 248, S A TR MR RS & 1 45—
i o v 1, e 2 B ] SIS AT & beeline %% 7 % 7 7]
JIR%% %% 1 (¥ HAProxy fRB, £ 5% %% 3-5 LI Hive
Server2 IR %547 Hive &), J£ 78 /31 FH 441> Hive
Server, 43 HUE /7.
3.4 Hfbfiit

(1) BHEE BE GSH EEARAL:

YARN FZ | ResourceManager. NodeManager

System Construction 4t &4 69
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ApplicationMaster Fll Container 25 J1 /421444 1&.

ResourceManager #& Master b —ANMlIS7 I8 1T 3E
2, T ERS - MEREHE. WE. P EE;
NodeManager #& Slave b —/MArE T ke, 7151 -
T S5 BIRAS; App Master Fl Container #2217 7
Slave b4, Container /& YARN 173 iE B IK —
ANFAAL, AR AR CPU 245 %K, YARN LA Container
AL 53 B B

ResourceManager 7 % VG B, o & 2 5 A
FEAAR:

yarn.scheduler.minimum-allocation-mb 73 Bt 45
AM BN A HE H /N AE, BRA 1024 MB;

yarn.scheduler.maximum-allocation-mb %t 45
AM HANZEE O] RS 1) 5K N AE, BRA 8192 MB, 1 T
BATH A B ERIHLER 2 8 GB WAF, 752 ¥ 2.6B N 17
AHAE ARG, | GB NP4 Hbase) [ IEIE AL 1 84
Container P 4743 BB 5 GB, B 5120 MB.

NodeManager N 17 55U AC &, Ao & 1) 2 i 55
PEAH R

yarn.nodemanager.resource.memory-mb 1 s 5 K
W AAE, BRI 8192 MB, 2% RM % E A 5120 MB.

yarn.nodemanager.vmem-pmem-ratio f& Il N 723,
EIA 2.1,

AT PATHS s A K Container £

max(Container)=yarn.nodemanager.resource.memor
y-mb/yarn.scheduler.minimum-allocation-mb=5.

(2) MapReduce 1L

MapReduce F2/F A K R 2 Hive 1L R FE. |

AL, —EeRE AR 1) ¥ B 2 UK 2l MapReduce 55
PHAT R # . Map Task 1 Reduce Task i {/t fg— g ]
AL D B A B R R AL AT D A
10 [URB. BRESFATH, BRI AME BRI E T
ERTE S I 285 (1) 2 B LR VAR
3.5 MiX5o4Hh

(1) ] PRI

LA YARN MBS H ShHEU)#, 7E Active 751
I kill #5 ResourceManager 5%, % H 15 S AEW H 3]
H Standby RS VI A Active, 1T FE & 45 Rk 4
Fs.

234, Hadoop. YARN. Spark ¥JrJ LAiEAT 32
A& AU T 4

70 R4 # % System Construction

%4 YARN 5] s

[root@master1~]# jps

31010 DFSZKFailoverController

23972 QuorumPeerMain

30709 NameNode

31160 ResourceManager

32221 Jps

13261 Master

[root@master1~]# yarn rmadmin -getServiceState rm1

active

[root@master1~]# yarn rmadmin -getServiceState rm2
standby .
[root@master1~]# kill -9 31160 A
[root@master1~# jps I

31010 DFSZKFailoyerController

23972 QuorumPéerMain

30709 NameNode

32315 Jps

13261 Master

[root@master1~]# yarn-daemon.sh start resourcemanager
starting resourcemanager, logging to /opt/workspace/hadoop-
2.9.1/logs/yarn-root-resourcemanager-master1.out
[root@master1~]#yarn rmadmin -getServiceState rm1
standby

[root@master1~]#yarn rmadmin -getServiceState rm2
active

(2) g B

Jadh 3+ 4. 519 A0 HiveServer2 R %%, MRk 55 4%
3. 4. 53 Afn 48 hive 1. hive 2. hive 3, FEFEIA
TR 5 TR, ARSI iR, il
it beeline % /7 ¥t i $% HAProxy R4 s A1 Ziti Al 55 5o B
S50, 490 A BRSO B0 MySQL H04R el 5 85 70, B
A% HiveServerd 45 XY Hive s [ 175
VR s

[root@slavel bin]# beeline

Beeline version 3.1.0 by Apache Hive

beeline>!connect jdbc:hive2://10.2.4.60:25005

Connecting to jdbc:hive2://10.2.4.60:25005

Enter username for jdbc:hive2://10.2.4.60:25005:root

Enter password for jdbc:hive2://10.2.4.60:25005:
stk sfeoskosk sk okoskok ok

Connected to: Apache Hive (version 3.1.0)

Driver: Hive JDBC (version 3.1.0)

Transaction isolation: TRANSACTION REPEATABLE
READ

0: jdbc:hive2://10.2.4.60:25005&

22 beeline 27 )7 Mt KIEFZIS, HAProxy 23 H 3l
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B vl Y Hive Server, U1 6 fizr, 7T LA 3| Sessions
— R A R E R Cur H4FA 0 484 hive 1 4 0.

= General process infoimation

il

hive 2 A 1. hive 3 7 1, E.4%H leastconn 73 BLELiE I SE
B SR, T4 20K A Hive Server, Y1 Hive 153K.

Frontend 0 1 2 4
Hive 1 0 0 - 0 1 0 2 11 9 1d10h
Hive 2 0 0 - 0 1 1 3 11 11 2m32s
Hive 3 0 0 - 0 1 1 1 - 4 4 12s
Backend 0 0 0 1 2 4 103 32 24 12s
O A
¥ B Kle Z&FumiEk
sk . .
CEip R 31(3): 160-164.

AR SRR A BB 272 5 20 BT S 3580 iR 55 350 H
BUB Beszbr i ok, AK€ P ) v AT HI AT OLAP O
HAs, BFIC. Bk i s 1 i Rk i 2 K 00 1
Hadoop+Spark XX 5| B4 4 e, SRR 5744 Bodie v 2%
Frfif, SRAEZ R 0T 5188, DI H 5 2 7 R i KdE
P20 EAREE ., ARSI AR 7 5
BT BRI TP B

H1 T Hive XF 355 9532 #F, HH S HATHEZR M,
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